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Abstract

Generative artificial intelligence (Al) is increasingly used in education, research, health, professional
decision-making, public administration and communication, and it poses new challenges of trust, reliability,
transparency and accountability. This article explores the interplay between trust and transparency in
generative Al, focusing on the conditions that allow human users to rely on Al-generated outputs
appropriately. The analysis distinguishes trust from trustworthiness and from reliance, and it treats
generative Al as a sociotechnical and epistemic system rather than a purely technical one. It examines
several dimensions of transparency — system-level, output-level, data, epistemic and interactional
transparency — and highlights the shortcomings of disclosure, interpretability and explainability as stand-
alone tools for building trust. The discussion suggests that when users cannot evaluate the sources,
evidential support, limitations or origins of generated information, the ease of conversational interaction
and the apparent authority of the output may lead to overconfidence and epistemic overreliance. The study
concludes that trustworthy generative Al is not about maximising trust or disclosure but about enabling
calibrated reliance. Technical reliability needs to be accompanied by epistemic and functional transparency,
so that generative Al can be used in knowledge practices without assuming the status of an epistemic
authority.

Keywords

Generative Artificial Intelligence, Trust, Transparency, Epistemic Trust, Algorithmic Knowledge,
Provenance, Explainability, Accountability

1. Introduction cannot be answered simply by asking whether such
systems are accurate. Reliance is not the same as
performance, and it cannot be assured merely by
making systems faster. A system may be fluent and
convincing in some situations but not in others: it
may answer simple questions correctly yet produce
unsupported citations, explanations or information,
or give incorrect information when used beyond its
scope.

Students use large language models (LLMs) to
explain concepts and create academic content; re-
searchers use them to summarise literature and as-
sist with writing; professionals seek support in
drafting legal documents, analysing information
and making recommendations; and users of conver-
sational systems often treat these platforms as

The spread of generative Al has changed human—
computer interaction in ways that go beyond tradi-
tional concerns about automation. Whereas earlier
Al systems were mainly used for classification, pre-
diction and optimisation within fairly limited do-
mains, generative Al creates language, images,
software code, sound and other content that increas-
ingly resembles human intellectual and creative
production. Its growing use in education, research,
healthcare, business, public administration, law and
everyday communication raises a fundamental
question: when should humans trust a plausible
knowledge system that has neither human
knowledge nor human responsibility? This question
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knowledge banks. In all these scenarios, users must
decide when to accept, question, verify or reject Al-
generated output. These judgements depend not
only on technical reliability but also on what users
know about the system — what it can and cannot do,
where its outputs come from and the conditions un-
der which it operates. Trust is therefore a relational
concept arising from the interplay between people,
technology and the institutions in which technology
is embedded. According to Lee and See (2004), the
central issue in human—automation interaction is
not simply establishing trust but forming appropri-
ate reliance: users may over-trust and accept wrong
results, or under-trust and reject a correct system.
This distinction is significant for generative Al be-
cause its conversational interface may lead users to
engage with it socially and cognitively rather than
as a probabilistic computational system. The prob-
lem is therefore not confidence in generative Al as
such, but whether the level and source of that con-
fidence match the system’s capabilities and con-
straints. The challenge has intensified with the rise
of LLMs, which produce coherent outputs across
many areas without explicitly stating the uncer-
tainty, origin or evidence behind them. Their appar-
ent flexibility can create an illusion of knowledge,
intentionality or reliability —a phenomenon that can
be termed epistemic overreliance.

Bender et al. (2021) highlighted the dangers of
ever-larger language models, including the risk that
fluent language may be mistaken for understanding.
Trust in generative Al therefore needs to be studied
as a sociotechnical phenomenon rather than as a
matter of individual psychological inclination or
measurable system accuracy alone. When genera-
tive Al is integrated into widely used platforms, us-
ers may transfer their trust in the platform to the
technology, even though they cannot assess the sys-
tem’s architecture, training data, limitations or
safety policies. This uneven distribution of
knowledge between developers and users creates a
dependency that makes transparency more crucial
than ever.

Complete transparency, even if possible in theory,
may be commercially constrained or undesirable
where disclosure creates security risks. At the same

time, insufficient reporting on training data, model
capabilities, evaluation methods or known risks can
weaken accountability. The task is therefore not
simply to call for full transparency but to establish
what kind of transparency different actors need in
order to make informed decisions and hold the rel-
evant institutions accountable. This draws attention
to the epistemological aspect of transparency: as
generative Al systems become involved in creating
and disseminating knowledge, the epistemic status
of their products is often difficult to determine.
Here, interpretability and explainability become rel-
evant. Although the terms are often used inter-
changeably, interpretability typically refers to the
understandability of a model’s internal functioning
or behaviour, whereas explainability concerns the
provision of reasons, representations or accounts
that make a system’s outputs intelligible. Doshi-Ve-
lez and Kim (2017) called for a more consistent
conceptualisation of interpretability and proposed
methods for evaluating it. Transparency mecha-
nisms that create only a fagade of openness without
allowing proper scrutiny can foster unwarranted
confidence; trustworthy Al should therefore aim not
at maximum disclosure in all situations but at mean-
ingful disclosure suited to the risks and decision-
making roles of different actors.

This reflects an emerging trend in Al governance,
in which trustworthiness is seen as arising not only
from the algorithm but also from organisational
practices, human supervision, risk management,
documentation and institutional responsibility.
Regulatory developments also show a move to-
wards differentiated transparency. The European
Union’s Artificial Intelligence Act requires that
people be informed when they interact with an Al
system and that certain Al-generated or manipu-
lated content be marked (European Union, 2024).
Transparency is thereby linked to individuals’ abil-
ity to recognise that they are engaging with an Al
system and to decide how far to depend on it, re-
flecting growing awareness that transparency must
go beyond technical guarantees of model perfor-
mance. Conversely, extensive organisational docu-
mentation may be of little use to those directly af-
fected by Al-driven decisions or information.
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Effective accountability requires a chain of respon-
sibility running from the model developer and data
provider through the deployer and institutional user
to the person making decisions based on Al outputs.
Generative Al complicates this chain because sev-
eral actors and infrastructures may be involved in
producing a single output: training data may come
from various sources, a foundation model may be
built by one organisation, fine-tuned by another and
deployed in applications for entirely different pur-
poses. Because generative models are trained on
large and heterogeneous datasets, they also raise re-
curring questions of authorship, consent, attribution
and the lawful use of creative and intellectual works.
Users may not know which training data shaped the
statistical patterns behind an output or how closely
it resembles existing works, which makes responsi-
ble use difficult for users and problematic for copy-
right holders. In this sense, transparency concerns
both information and the institutional conditions of
content production.

Trust in generative Al should therefore not be
viewed as a single outcome achieved through trans-
parency. Rather, trustworthiness arises when sev-
eral conditions are aligned: demonstrable reliability,
understandable communication of limitations, ap-
propriate human oversight, traceability and ac-
countability, and institutional mechanisms for con-
testation and redress. Users should neither accept
Al output blindly nor dismiss it hastily. Adopting a
conceptual, literature-based approach, this article
explores this sociotechnical and epistemological
perspective on generative Al, trust and transparency.
It proposes that the central question is not simply
how to make generative Al systems more transpar-
ent but how to create forms of transparency that en-
able justified, appropriately calibrated reliance. It
distinguishes technical transparency from epistemic
transparency and institutional accountability, exam-
ines the limits of interpretability and explainability
as tools of trust, and considers the role of disclosure,
provenance, governance and regulation in fostering
more responsible Al ecosystems.

2. Conceptualising Trust in Generative
Al

Trust is one of the most frequently used and most
ambiguous terms in discussions of Al In public de-
bate, trust in Al is often treated as a desirable goal,
on the assumption that successful technological sys-
tems ought to generate more trust among users. This
assumption is incomplete and problematic. The nor-
mative aim should not be to increase reliance on
generative Al but to create conditions in which hu-
man reliance is proportionate to the system’s actual
abilities, limitations and risks. A highly trusted but
unreliable system can be more dangerous than one
that is not fully trusted but encourages cautious en-
gagement (Yin et al., 2019). Studies of algorithmic
advice also show that people may rely on algorith-
mic advice even without understanding how the al-
gorithm works, suggesting that a sense of algorith-
mic authority can influence reliance independently
of system performance (Logg et al., 2019).

2.1 Trust, Trustworthiness and Reliance

Trust, trustworthiness and reliance must be dis-
tinguished at the conceptual level, although they are
often used interchangeably in discussions of Al
Trust is the attitude or expectation that an actor
holds towards another actor or system in conditions
of uncertainty or vulnerability. Trustworthiness re-
fers to the attributes that make the trusted entity
worthy of trust. Reliance is the behavioural out-
come — the decision to depend on a system to carry
out a task. These differences matter because a per-
son may use a generative Al system without trusting
it, or trust a system without relying on it. A re-
searcher may believe that a generative Al system
reliably produces summaries that are useful for
most purposes, but not for reporting sensitive em-
pirical results; conversely, a student may depend
heavily on an Al tool for convenience while know-
ing that it sometimes gives wrong information.

Lee and See (2004), in a seminal work on trust in
automation, proposed that the goal of automation
design should be appropriate reliance rather than
blind trust. Their framework is especially relevant
to generative Al, where users often lack a clear un-
derstanding of the technologies that produced an
outcome. In such situations, trust serves as a means
of managing complexity and uncertainty, but when
a system cannot be fully understood there is
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potential for both overreliance and underreliance:
the first occurs when users rely on automation be-
yond its capabilities, and the second when useful,
proven automation is rejected or underused. The
distinction between trust and trustworthiness there-
fore introduces an important normative principle:
systems should not merely appear trustworthy but
should be designed and managed to permit justified
reliance, with attention to how the system actually
behaves, its stability, how well it communicates un-
certainty and the institutional structures in place
when it fails.

Hoff and Bashir (2015) further show that trust in
automation develops at several levels, distinguish-
ing dispositional, situational and learned trust. Dis-
positional trust is a relatively stable individual ten-
dency towards or away from trusting automation;
situational trust is shaped by contextual factors such
as the nature and consequences of the task; and
learned trust develops through a person’s own ex-
perience of a system’s operation. This framework is
useful for generative Al because users approach
these systems differently, with judgements shaped
by prior experience with technology, digital literacy,
professional skills and the perceived importance of
the task. Reliance also depends on observed failures:
experimental studies show that people become
overly negative towards algorithms after seeing
them err, even when the algorithm has performed
well in the past (Dietvorst et al., 2015). Conversely,
a user who has had many satisfying interactions
with a chatbot may become more trusting of it, and
good performance in one area can lead to an inap-
propriate generalisation of competence. The system
may then be trusted to interpret medical information,
analyse legal requirements or generate scholarly ci-
tations on the basis of its success in writing routine
messages. Such transfer of trust across domains is a
major problem because the competence of current
generative Al varies and depends on context (Kim
et al., 2024).

2.2 From Interpersonal Trust to Human—Ma-
chine Trust

Conceptualising trust becomes more complex
when the object of trust is a technological system
rather than a human being. Classic theories of

interpersonal trust concern expectations of compe-
tence, integrity, benevolence and intention, and
people can be held morally accountable for decep-
tion, negligence or betrayal. Generative Al systems,
however, are not moral agents and do not have in-
tentions in the traditional sense, so concepts of hu-
man trust cannot simply be transferred to machines.
Caution is needed because conversational Al sys-
tems are often used in human-like ways, with user
input resembling human interaction (Amershi et al.,
2019): users pose questions, ask for advice, express
uncertainty and receive responses in natural lan-
guage.

LLM-powered chatbots may be perceived as a
“quasi-other” and anthropomorphised by users de-
spite being computational systems (Abercrombie et
al., 2023; Heersmink et al., 2024). A chatbot ap-
pears friendly and open, as users can ask questions,
seek clarification and receive instant answers, but
this interactive accessibility does not mean that us-
ers understand how the system produced a response
or whether the response is epistemically reliable.
Conversational fluency can in fact mask the opacity
of the underlying processes — an effect that may be
described as anthropomorphic trust.

A further difficulty is that generative Al systems
can simulate epistemic confidence without holding
beliefs in the true sense. When a human expert
makes a confident prediction, that confidence can
be linked to expertise, evidence or experience, but
when a generative system produces a confident
statement, its language of certainty need not corre-
spond to any justified degree of belief. The system
can generate “l am certain” or “research clearly
shows” without the epistemic commitment nor-
mally assumed in human communication. The trust
relationship between humans and generative Al
therefore differs from trust between humans. Users
rely not only on an independent machine but also,
usually implicitly, on the wider sociotechnical sys-
tem around it, including the organisations that cre-
ate the models, the institutions that deploy them, the
data and computing resources on which they de-
pend and the regulatory frameworks that govern
their use.

2.3 Generative Al and the Problem of Epistemic
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Trust

Epistemic trust — trust in information received
from other people or external sources — is particu-
larly useful for thinking about generative Al. Epis-
temic dependence is intrinsic to human knowledge:
no individual can personally confirm all the scien-
tific, historical, medical or legal information they
encounter, and modern societies depend on exper-
tise, institutions, publications, instruments and sys-
tems of verification. Generative Al is entering this
epistemic ecosystem not only by processing infor-
mation but also by presenting, synthesising and
transforming it and generating knowledge claims. A
user may ask a chatbot to describe a scientific the-
ory, summarise a research debate, find literature or
interpret a policy document; in such contexts the Al
system acts as an intermediary between the user and
the wider information environment, and the
knowledge underlying Al-generated testimony is
often hard to pinpoint.

Heersmink et al. (2024) argue that the opacity of
both the data and the algorithm leaves users unable
to know when LLMs are epistemically reliable. The
natural, conversational flow of interaction further
complicates the problem, as people may trust the
content because it appears natural and fluent. Epis-
temic trust in generative Al should therefore not be
considered binary — trust or distrust — but should
acknowledge different contexts and kinds of epis-
temic dependence.

2.4 Trust as a Sociotechnical Relationship

A limitation of purely technical approaches to
trustworthy Al is that they treat trust as a relation-
ship between a person and an algorithm. In reality,
generative Al is embedded in complex institutional
settings. A user may not know who developed a
specific model, how and on what datasets it was
trained, what safety evaluations were performed or
how the system is monitored after deployment, so
trust is distributed among several actors. This rela-
tionship can be understood at three interdependent
levels. System trust relates to the perceived reliabil-
ity and competence of the technology. Organisa-
tional trust relates to the organisations that create
and deploy the system — whether they accurately
communicate system limitations, address known

risks, safeguard users’ interests and act responsibly
when failures occur. Institutional trust relates to the
broader governance setting, including rules, stand-
ards, auditing procedures and complaint and appeal
mechanisms. These levels can reinforce or under-
mine one another.

There is also a knowledge gap between develop-
ers and users. Technology companies may hold de-
tailed information about model training, evaluation
and deployment, whereas ordinary users interact
only with the interface and outputs. This imbalance
places users in a position of dependency in which
they must rely on institutional statements about sys-
tem capabilities. Modern societies routinely rely on
complex systems that individuals cannot examine
themselves, such as aircraft, pharmaceutical prod-
ucts, financial institutions and communication sys-
tems, and trust in these areas is reinforced through
professional standards, regulation, certification, lia-
bility and independent evaluation. Individual user
literacy, although useful, therefore cannot be the
sole basis for responsible reliance on generative Al,
since most people neither understand neural net-
work architectures nor have time to evaluate train-
ing data before using an Al system.

3. Transparency as a Sociotechnical and
Epistemic Problem

Generative Al involves several types of opacity.
A system may reveal its structure without revealing
its training data; it may cite sources without disclos-
ing whether those sources actually informed the re-
sponse; it may provide natural-language explana-
tions without giving a faithful account of its com-
putational processes; and an organisation may pub-
lish extensive documentation while withholding
commercially sensitive information about model
development and risk assessment. Transparency
therefore cannot be understood as a single technical
characteristic but as a multidimensional, sociotech-
nical phenomenon concerning the relationships
among information, understanding, power, respon-
sibility and the ability to assess or challenge tech-
nological outcomes. The main dimensions dis-
cussed in this section are summarised in Table 1.
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Table 1. Dimensions of Transparency in Generative AI

Dimension Central question
System-level trans-
parency
strictions)?
Output-level transpar-
ency ticular response?
Data transparency
were protected materials used?
Epistemic transpar-
ency ified by a third party?
Interactional transpar-

ency understanding?

What is the overall nature of the model (architec-

ture, training methods, evaluation and re-

What is the basis, source and uncertainty of a par-

Where did the training data come from and how

Is the knowledge claim justified, and can it be ver-

Does the conversational interface support genuine

Main limitation
Technical detail may not help users judge a spe-

cific output.

Citations may be inaccurate or unrelated to the
generated claim.

Outputs reflect learned statistical patterns, making
source attribution difficult.

Systems may present the appearance of evidence
rather than its validity.

Generated explanations may simulate, rather than

reveal, the system’s reasoning.

Source: Compiled by the author from the discussion in Section 3.

3.1 The Limits of Transparency as Disclosure
A widely held view in Al governance is that
transparency can be increased simply by providing
more information. This disclosure-based approach
is intuitive: users should be told how a system func-
tions, organisations should provide information
about datasets whose sources are unknown, and ex-
planations should be given when automated deci-
sions affect a person. However, there is no auto-
matic connection between information and trans-
parency. Few people will read hundreds of pages of
technical documentation, and a precise description
of transformer architecture may be of little use to a
teacher trying to decide whether an Al-generated
explanation of a scientific phenomenon is correct.
Ananny and Crawford (2018) offer an important
critique of the “transparency ideal” in algorithmic
accountability, arguing that transparency should not
be treated as a magic bullet for problems caused by
complex algorithmic systems. Seeing into a system
does not necessarily produce understanding of how
it functions within its wider social and institutional
context, because algorithms are situated in relation-
ships among developers, organisations, datasets, in-
frastructures, users and regulatory institutions. Ac-
countability therefore goes beyond the availability
of technical information and requires awareness of
the systems of responsibility surrounding them.
This is especially important for generative Al. A
user who receives a technical overview explaining

that an LLM predicts tokens by identifying patterns
in a vast training set gains general knowledge about
the technology, but this does not answer the epis-
temic question of why the system made a particular
claim and what evidence supports it.

There is thus a difference between transparency
of'a system and transparency of its outputs. System-
level transparency concerns the overall nature of the
model, such as its architecture, training methods,
evaluation techniques and restrictions, whereas out-
put-level transparency concerns the basis or source
of a specific response, its uncertainty and its relia-
bility. Both are vital but serve different functions: a
model card can provide useful information about a
system’s known limitations but cannot verify the
facts in an individual output, while a citation in an
Al-generated response may help verify a specific
claim but says little about overall system perfor-
mance or institutional risk management. The issue
is therefore not only how much information is
shared but whether the information disclosed helps
other actors make better decisions.

3.2 Transparency for Whom and for What Pur-
pose?

For disclosure to be meaningful, its audience and
purpose must be identified. An Al researcher, poli-
cymaker, auditor, professional user and member of
the public need very different information. A devel-
oper may need in-depth details of model architec-
ture, training objectives and computational
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performance; an independent auditor may require
evaluation datasets, risk assessments, records of
known failures and post-deployment monitoring;
and a regulator may need information to assess
compliance with legal requirements. An ordinary
user most basically needs to know whether they are
interacting with an Al system, what the system can
reliably do, how personal data are used and when
outputs should be verified. This points to a distinc-
tion between differentiated and universal transpar-
ency.

Not all information needs to be delivered in the
same form to all actors, and indiscriminate disclo-
sure can create its own problems, such as infor-
mation overload, security risks and the exposure of
legitimately protected intellectual property. The
aim is not equal access to all information but access
to the right information for meaningful oversight
and informed reliance. Wachter et al. (2017) chal-
lenged simplistic notions of a universal right to ex-
planation of automated decisions, showing that
complex legal and conceptual issues cannot be re-
solved through the idea of full disclosure of algo-
rithmic practices alone. Although their discussion
concerned automated decision-making, it resonates
strongly with generative Al.

3.3 Algorithmic Transparency and Technical
Opacity

The most widely recognised form of opacity con-
cerns the internal workings of computational mod-
els. Some machine-learning systems produce out-
puts through intricate mathematical relationships
that are difficult to interpret, and this challenge is
magnified by the scale of today’s foundation mod-
els and their training processes, which cannot read-
ily be explained in terms of simple cause-and-effect
relationships. Burrell (2016) describes several
forms of algorithmic opacity, and the explainable
Al literature likewise treats the opacity of complex
machine-learning systems as a key transparency
concern, especially when users need to be meaning-
fully informed about how outputs are generated
(Adadi & Berrada, 2018).

Opacity can be intentional, arising from business
concerns: developers may disclose minimal infor-
mation about training data, model weights,

optimisation methods or safety measures to protect
intellectual property or for security reasons. Opac-
ity can also result from technical illiteracy, since
understanding current generative models requires
specialist knowledge of machine learning, statistics,
computational linguistics and large-scale infra-
structure. Finally, intrinsic opacity refers to the dif-
ficulty of relating a specific output to an identifiable
internal causal process in a complex model. No sin-
gle transparency intervention can address all these
forms. Publishing technical information may reduce
intentional secrecy without significantly affecting
intrinsic complexity or technical illiteracy, which
has an important policy implication: making all the
parameters of an LLM openly available would not
allow an average user, regulator or even researcher
to determine why a specific output was produced.
Transparency must therefore go beyond the simplis-
tic goal of “opening the black box”; the more perti-
nent goal is to establish mechanisms that ensure in-
telligibility, traceability and accountability despite
technical complexity.
3.4 Data Transparency and the Problem of
Provenance
For generative Al, transparency about data may
be as important as transparency about algorithms.
Large-scale models are trained on massive corpora
drawn from books, the web, articles, software re-
positories, images, audio and other digital content,
and the composition and sources of these datasets
raise questions of copyright, representation, bias,
privacy and informational integrity. Unlike tradi-
tional databases, most LLMs are not designed to re-
trieve and reproduce a particular document for each
query; their outputs reflect learned statistical rela-
tionships distributed across model parameters,
which makes simple source attribution difficult.
However, this limitation should not be an excuse for
a complete lack of transparency, and provenance
will require more advanced solutions as the use of
generative Al spreads. Users and institutions need
information about the general origins and character-
istics of the data environments from which models
are developed, rights holders need ways of knowing
how protected materials may have been used in
training, and researchers need sufficient data to
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evaluate limitations of representation and possible
biases.

3.5 Epistemic Transparency and the Justifica-
tion of Outputs

Epistemic transparency is one of the most im-
portant but least developed dimensions of genera-
tive Al governance. Whereas technical transpar-
ency asks how a system works, epistemic transpar-
ency asks how the knowledge claims it generates
can be assessed. The difference matters because
people engage with generative Al through its out-
puts, not its architecture. When a user requests an
explanation of climate change, an interpretation of
a historical event, a research summary or a recom-
mendation for action, the central question is not
how the tokens were predicted but whether the re-
sponse is justified. Epistemic transparency there-
fore involves connecting a claim with its supporting
evidence, its level of uncertainty and the possibility
of third-party verification.

This requires Al systems and their infrastructures
to give users meaningful signals of evidentiary
grounding, such as source attribution, retrieval
pathways, uncertainty indicators, knowledge cut-
off information or explicit acknowledgement of ev-
identiary limitations. References generated within
the system may be inaccurate, fabricated, out of
date or unrelated to the claim being made, so trans-
parency concerns not only the presence of sources
but also the faithfulness of the relationship between
generated claims and those sources. Apparently au-
thentic citations, with plausible author names, jour-
nal titles and publication details, can give a false im-
pression of academic legitimacy, and without trace-
ability and accurate representation, citation itself
becomes a form of performative authority. Respon-
sible use of generative Al in knowledge production
therefore requires helping users distinguish the ap-
pearance of citations from their validity.

3.6 Interactional Transparency and the Illusion
of Understanding

The interface is another distinctive aspect of
transparency in generative Al. Users can ask ques-
tions, seek clarification, challenge answers and en-
gage in extended conversations, which can create a
strong sense of transparency as the system responds

to their need for explanation. However, there is a
fundamental difference between generating an ex-
planation and accurately explaining the system’s in-
ternal reasoning. An LLM can provide a compre-
hensive explanation of its response, but that expla-
nation is itself another generated output, and there
1s no assurance of its accuracy unless it is validated
independently against the computational processes
that produced the original response. The explaina-
bility literature also shows that providing explana-
tions does not make them meaningful and that their
quality and effectiveness need to be systematically
evaluated (Vilone & Longo, 2021). This creates a
risk of explanatory simulation, in which the system
generates explanations that meet human expecta-
tions of intelligibility without giving genuine access
to the causal mechanisms underlying its behaviour.
The distinction is important for trust, because a de-
tailed explanation may be taken as evidence that the
system’s reasoning has been understood, whereas
explanations do not necessarily produce appropriate
reliance (Bansal et al., 2021).

The knowledge asymmetry between developers
and users reinforces this problem. Developers de-
cide which evaluation results are made public, how
model limitations are explained, which information
is treated as commercially sensitive and which risks
are discussed publicly, while users typically en-
counter only a limited interface: they are expected
to accept terms of service, engage with generated
outputs and act on information they may be unable
to verify independently. This poses a structural
problem for trust, because users cannot simply
choose to “not trust” a complex technological sys-
tem that is integrated into educational, working and
public structures.

3.7 The Paradox of Transparency

Efforts to increase transparency can produce par-
adoxical effects. An organisation may respond to
calls for accountability with highly technical docu-
mentation that ordinary users cannot interpret; a
model may offer increasingly detailed explanations
that users mistake for genuine reasoning; excessive
warnings may cause information overload and lead
users to overlook critical conditions; and disclosure
of a model’s complexity may even produce a kind

108



Scholar Journal of Commerce and Management

https://scholarindiapub.com/commerce-management

of technological mystification in which users come
to believe the system is too intricate to question.
This paradox shows that the amount of information
disclosed is not the best measure of transparency. In
the Al4People ethical framework, Floridi et al.
(2018) add explicability as a distinct principle
alongside beneficence, non-maleficence, autonomy
and justice, recognising that responsible AI must be
both intelligible and accountable. Explainable Al
research similarly places explainability within the
wider context of trustworthy Al, together with ro-
bustness, transparency and accountability, rather
than as a stand-alone technical feature (Ali et al.,
2023). The concept is salient because it connects the
capacity to understand Al systems with the ability
to determine who is accountable for their outcomes.
For generative Al this implies a shift from informa-
tional transparency to functional transparency: in-
formational transparency asks whether information
has been disclosed, whereas functional transpar-
ency asks whether disclosure enables an actor to
perform a meaningful function, such as assessing
reliability, auditing risk, questioning a finding or
holding a responsible party accountable.

4. Discussion

The analysis indicates that the key task with gen-
erative Al is not simply to gain users’ trust but to
create conditions for justified and appropriate reli-
ance. Trust should therefore be considered a con-
text-specific judgement rather than a general atti-
tude towards technology, and the value of transpar-
ency depends not on the amount of information pro-
vided but on its ability to facilitate meaningful as-
sessment, verification and accountability. Individ-
ual Al literacy alone cannot resolve the knowledge
asymmetry between developers and users; effective
institutional safeguards, clearly defined responsibil-
ities and independent monitoring are also required.
As generative Al spreads through education, re-
search and professional decision-making, verifying
sources, evaluating provenance and providing dis-
closure are likely to become integral to responsible
knowledge production. Trustworthy generative Al
requires that its outputs remain open to questioning,
verification and appropriate contextualisation

rather than being accepted because of the conven-
ience of the technology or the apparent authority of
the source.

5. Conclusion

Generative Al has changed how people obtain
and assess information. It generates fluent, contex-
tually appropriate and apparently authoritative con-
tent, which opens new possibilities for knowledge
work but also raises questions about the relationship
between confidence and reliability. This analysis
indicates that the appropriate response is neither
blind faith nor blanket scepticism but appropriate
reliance, which depends on the capabilities, limita-
tions and consequences of each particular use.
Transparency is central to this goal, but it should not
be measured by how much information is provided;
its value depends on whether users, professionals,
auditors and institutions can use the information to
assess outputs, identify limitations, adjudicate
claims and establish responsibility when failures
occur. Epistemic and functional transparency are
particularly crucial for generative Al: information
about how a system operates is important, but so is
the capacity to determine the evidential basis and
limitations of what the system produces.

There is no easy fix for trustworthy generative Al,
whether through better model design or greater user
awareness alone. It requires a convergence of tech-
nical reliability and meaningful disclosure with
provenance, human oversight, organisational re-
sponsibility, institutional accountability and rem-
edy processes. The goal should be to create condi-
tions in which Al serves as an effective part of
knowledge practices without being mistaken for an
autonomous source of epistemic authority. In short,
trust must be calibrated, transparency must be
meaningful, and computational fluency must not
stand in place of evidence.
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